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Vision Understanding – the next AI wave breakthrough with LMMs 
The Evolution of Vision AI: From Computer Vision to Multimodal Intelligence 
Vision understanding has long been described as the "holy grail" of artificial intelligence. The journey 
began with basic computer vision pipelines: edge detection, classification, and object tracking 
algorithms that could implement simple AI for mechanically understanding the image structure like 
recognizing patterns in pixels/images/videos. These early approaches were narrow but paved the way 
for richer semantic understanding. 

The transformative leap came when visual systems merged with Natural Language Processing (NLP) 
providing linguistic understanding of vision, enabling AI to link vision content with descriptive language, 
later evolving these capabilities to other different media types. Today, Large Language Models (LLMs) 
have evolved into Large Multimodal Models (LMMs) that process images, video, text, audio and other 
media in a shared representation.  

By converting raw media into embedding vectors - lingual representations in feature space - LMMs can 
reason across modalities. What was once possible only with human intelligence - contextually 
connecting visual, audial and textual meaning - is now feasible with AI, creating unprecedented 
opportunities for enterprise and cloud applications. 

The Opportunity: AI and LMM for Vision Understanding 
Eyes on the Future: The Massive Opportunity of Multimodal AI Markets 
Vision AI and multimodal intelligence are moving rapidly into mainstream business. Industry analysts 
estimate the global visual search market could more than triple in value by the early 2030s, growing 
from tens of billions of dollars today at a steady double-digit annual rate. E-Commerce and Retailers 
are driving adoption as they seek personalized shopping experience, making visual search and 
recommendation systems essential. It is projected that the AI e-commerce market will grow - from 
single digit billions (USD) in 2024 to tens of billions (USD) by the early 2030s. Media and entertainment 
companies are investing heavily in AI to index and recommend media.  

Beyond E-Commerce and Entertainment, healthcare is adopting embeddings for medical imaging. It is 
also used in media and entertainment for content indexing, and security and in smart cities for large-
scale scene analysis. These systems convert diverse inputs into searchable, retrievable embeddings 
that power Next-generation applications, treating lingual representations for multimodal inputs and 
enabling LLM + RAG workflows on multimodal databases.   

 
The growth opportunities are illustrated in Figure 1. 
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Figure 1: Vision Understanding use cases 1  

  

 

 
1 Based on accumulated insights from leading industry research conducted in recent years 

 LMMs Opportunity 
LMMs are creating an inflection point where vision, voice, and multimodal content 
understanding converge. 

 LMM Challenges 
The opportunity is enormous, but without more efficient inference infrastructure, 
adoption will be slowed by cost and power bottlenecks. 

Evolving from traditional applications, LMM s enable revolutionary capabilities across vision, interactive media, 
IoT sensors for multimodal anomaly detection, gaming environments for real-time scene interaction, and voice 
powered multimodal assistants that understand context across all input types. 
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Market Leaders Driving Billions in Visual Commerce  
 

As illustrated in Figure 2, multimodal AI is quickly becoming the backbone of visual commerce, with e-
commerce leading adoption as platforms like Google, Amazon, Alibaba, and Pinterest process billions 
of image-based queries each month 2 . Large platforms (Amazon, Alibaba, eBay, etc.) have built in-house 
image embedding search systems, while mid-size B2B brands often integrate third-party APIs (e.g. cloud 
vision services or startups offering visual search SaaS). 

This shift reflects both the opportunity - intuitive, image-driven shopping - and introduces the challenge 
of scale, as rising infrastructure costs, latency, and underutilized GPUs expose the limits of legacy 
architectures.  

 

 

 

 

 

  

 

 

 

 

 

 

 
2 source: Business.Google.com ; News.qq.com ; Amazon.com 

 

Figure 3: E-Commerce Visual Search. Illustration created with AI, edited by NeuReality 
 

 

The illustration in Figure 3 captures a typical visual-search experience. A shopper simply snaps a photo of a 
sneaker, and the system instantly identifies the exact model, offers different color options, and suggests 
visually similar styles - all ready to purchase in seconds. 

Figure 2: Leading e-commerce platforms 

https://business.google.com/us/think/search-and-video/google-search-innovations/#:%7E:text=,using%20Lens%20has%20commercial%20intent
https://news.qq.com/rain/a/20241107A09BS000?suid=&media_id=#:%7E:text=%E5%9B%9E%E6%83%B3%E8%B5%B7%E5%8D%81%E5%B9%B4%E5%89%8D%E7%9A%842014%E5%B9%B4%EF%BC%8C%E6%8B%8D%E7%AB%8B%E6%B7%98%E5%9C%A8%E6%B7%98%E5%AE%9DApp%E9%A6%96%E9%A1%B5%E4%B8%8A%E7%BA%BF%EF%BC%8C%E6%89%93%E5%BC%80%E4%BA%86%E4%BA%BA%E4%BB%AC%E9%80%9A%E8%BF%87%E5%9B%BE%E5%83%8F%E6%90%9C%E7%B4%A2%E8%BF%9B%E8%A1%8C%E8%B4%AD%E7%89%A9%E7%9A%84%E7%AA%97%E5%8F%A3%EF%BC%8C%E5%B8%A6%E6%9D%A5%E4%BA%86%E8%A7%86%E8%A7%89%E6%90%9C%E7%B4%A2%E9%A2%86%E5%9F%9F%E5%88%9B%E6%96%B0%E5%8F%98%E5%8C%96%E3%80%82
https://www.aboutamazon.com/news/retail/visual-search-shopping-features
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This seamless experience has driven remarkable business results, with StyleSnap achieving 70% year-
over-year growth in 2024 while expanding from fashion into home goods and general merchandise 
categories 3.  

 

Google enabling billions of searches across the open web, Alibaba, Pinterest, and Amazon StyleSnap 
take embedding vision AI directly into shopping journeys and demonstrate that visual understanding is 
not futuristic research - it is a core driver of engagement and revenue today. 

 

The Problem – Efficient-at-Scale Deployment 
The Infrastructure Challenge Ahead 
By 2026–2027, multimodal workflows are expected to grow exponentially, with visual search and scene 
understanding at the forefront. This rapid growth will amplify existing infrastructure challenges and pain 
points and demand a new generation of AI-optimized architectures.  

Deployment at scale already exposes critical pain points (see Figure 4).  

Large-scale visual understanding services typically run on dense GPU-based server PODs such as 
enterprise-grade NVIDIA DGX systems – ex: NVIDIA DGX like GPU servers, where from privacy reasons 
data is kept local, or OCP MGX architectures, (ex: NVIDIA GB200), an expensive AI factory POD 
architecture type node.  

OEM based servers are x86 servers that are packed with GPUs, usually 8, to create a dense server node. 
The OCP MGX type of servers are usually more oriented to a GPU node with a ratio of 1:2 between CPU 
(x86 or ARM) and GPU, fabricating the nodes in a rack level with a scale up network. These PODs are 
usually more expensive and are used for high-end multi-node operation, for training or inference of LLM. 

At this scale, even small inefficiencies compound. Every additional billion queries magnify 
orchestration, data movement, and compute overheads. 

For example, as of November 2024, Google Lens processes over 20B visual queries per month (up from 
12 billion in 2023) demanding colossal compute and bandwidth.  With an estimated 1.5 billion monthly 
users, continued growth could push usage to 25–30 billion queries per month in 2025 4

.  

Similarly, Alibaba’s 50M+ daily visual queries require real-time embedding and re-indexing at petabyte 
scale. 

But a service’s daily query count is only part of the story. It must also create, ingest, process and curate 
a vast content database for the service – offline and continuously adding new content, updating 
embeddings and purging obsolete entries to keep results fresh. This backend work imposes an N-factor  
multiplier on the infrastructure: for every user query, N additional processes may run to build and 
maintain the database. As other services like recommendation, ranking or personalization are layered 
onto the platform, these multipliers stack, further increasing the capacity needed to deliver seamless, 
real-time visual search. 

 

 
3 source Amazon StyleSnap 
4 AI in Search: Going beyond information to intelligence' from Google's blog 

https://www.retailtouchpoints.com/topics/digital-commerce/google-amazon-amp-up-visual-search-tools-to-aid-shoppers#:%7E:text=Over%20the%20last%20year%2C%20Amazon,capabilities%20on%20its%20site%2C%20including
https://neureality.sharepoint.com/sites/Marketing/Shared%20Documents/Press%20Relations/Press%20Releases/PR30%20-%20Multimodality%20Video%20Understanding%20blog/).%20%20https:/blog.google/products/search/google-search-ai-mode-update/#:%7E:text=We%E2%80%99ve%20continued%20to%20push%20the,by%20bringing%20%2066%20Project
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Figure 4: Pain points of Vision Understanding deployment 

 

Microservices and Disaggregation: The Foundation of Scalable AI 
At this scale, architectural design becomes a determining factor in system efficiency. To manage 
diverse workloads such as ingestion, embedding generation, vector search, and language processing, 
large-scale visual understanding services are typically deployed as microservice-based systems. 
Each component is optimized for a specific task and can run on the hardware best suited to its 
computational profile. For instance, LLM function can be provided as a separate service from an LLM 
service provider. 

By disaggregating your pipeline  into separate services: vision ingestion, embedding generation, vector 
search, LLM inference, each service can then run on infrastructure optimized for its specific 
characteristics. This allows you to increase batch sizes and optimize each component independently 
for better GPU utilization. 

However, the current CPU-centric approach to inference introduces severe coordination bottlenecks. 

Benchmarks in the following sections demonstrate that CPU contention and pipeline control overhead 
can cause up to 84 % of GPU utilization loss, by not being optimal for the video ingestion pipeline 
microservice, with multiple compute characteristics and not scaling with the increase in GPUs in the 
node.  

Figure 5 illustrates how large-scale video ingestion relies on dozens of interconnected services, 
resulting in hardware inefficiencies that can reach billion-dollar levels for systems operating at the 
scale of Google Lens. This is illustrated for a cluster of NVIDIA H100 GPUs. Bottlenecks are expected to 
increase when getting stronger Blackwell GPUs with more AI compute capabilities, but similar video 
pipeline resources.  
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The GPU Utilization Gap in multimodal AI workloads 
 

 
 

 
 

 

 

 

Figure 5: TCO Impact of supporting a Vision Ingestion pipeline for deployment at scale 

More details can be found at Appendix   

The opportunity is enormous - but realizing it requires a fundamental architectural shift. Without more 
efficient inference infrastructure, multimodal AI adoption will remain constrained by cost, latency, 
and power inefficiencies. The next generation of AI-optimized architectures must overcome these 
barriers to unlock the full commercial potential of multimodal intelligence.. 

The good news is that this challenge is solvable. NeuReality’s® inference architecture is purposed 
built to separate AI orchestration from general-purpose computing, using specialized components 
for the coordination tasks that currently burden CPUs. 

By offloading data-path orchestration to dedicated engines, the NR1® AI-CPU appliance achieves 
balanced inference performance through an optimized video-ingestion pipeline, while the NR AI 
Hypervisor® coordinates job control and data path movement efficiently across GPUs. 

 
Learn more about how NeuReality can optimize your AI infrastructure: https://www.neureality.ai/  

 

https://www.neureality.ai/
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Vision Understanding Deployment at Scale Analysis and Benchmark 
Architecture of The Vision Understanding Microservices System 
 

Figure 6: Vision Understanding System 

 

A vision understanding system illustrated in Figure 6, is constructed from a first stage of media 
processing taking the vision/audio/text data and process it through a vision/audio/text AI based 
ingestion pipelines all translating the media into an embedding representation that provides a linguistic 
representation a key foundation for AI natural language processing. The media processing pipeline is 
operating on Online and offline content and can be used in the initial establishment of database 
creation or be done online for addition of new media or deletion of old media. It is also used during the 
query process to handle the input media and translate it to linguistic representation that can be 
processed through the language understanding pipeline.  

The original content is stored in database or used to train the different models. Then the query results 
can be searched in different databases, either through a vector search, or through different attribute or 
graph-based searches. The result is then processed through an agentic LLM AI processor that analyzes 
the data and creates actions according to the processing and the type of request and service assigned 
to the vision understanding system. The action can iterate over the databases, for instance for a RAG 
(Retrieval Augmented Generation) operation. Content can be provided from the databases from an 
action-based application or generated from the model – either direct text, or search or generated or 
augmented media (images/videos/audio/text). 

Effective deployment of the model is implemented with a microservice based partition of the entire 
system, each implemented separately in a disaggregated way and can run on dedicated and targeted 
infrastructure. The Video Ingestion pipeline has life of its own - since it runs for DB creation and update, 
while LLM search and action will be tied to a user query and request. Therefore, there can be a separate 
scaling of each component, depending on the current and transient requirements of the load for 
instance varying according to the load of the different media at this time of change in time where a huge 
database update is done, the relevant components can scale accordingly. The importance of 
disaggregation is for right scaling and efficient usage of the different hardware for each part of the 
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pipeline that can vary in its type of infrastructure and capacity. The analysis will zoom on the Vision 
ingestion pipeline microservice as described in the Appendix . 

 

The gap of utilizing the current infrastructure for Vision Ingestion 
The Video Ingestion pipeline is an AI pipeline that combines a front end of media processing with an AI 
model that translates the ingestion input into embeddings. The pipeline works at high media input rate 
and must process that media efficiently. As of that this pipeline contains multiple processing 
characteristics. Benchmark existing commercial infrastructure shows that the performance of the 
system is bottlenecked due to the different processing characteristics working points and hence the 
system is not working efficiently. 

To get the best performance and TCO out of this pipeline it would have been desired that the GPU, the 
most expensive element in the system, will focus on the AI model execution and would provide this 
performance with the entire pipeline service, and that the AI model performance would scale as we add 
more GPUs in the server to fully take advantage of the GPU potential. However, the key findings from 
the benchmarks as illustrated in Figure 7, are as follows: 

x86 CPU head-nodes - Running a full pipeline, instead of just the model, degrades performance in 57%. 
It is noted that the Integrated GPU decoders 
contend with neural workloads. Having direct 
impact on the performance drop of the full 
pipeline performance degradation. 

x86 CPU head-nodes limit GPU scaling. From 1 
→ 8 GPUs, performance drops by up to 84% at 
“frozen-Graph” model, due to CPU/GPU 
synchronization overheads.  

Further reduction was seen when working at 
“eager” mode, or out of the box operation. 

Inefficient scaling means expensive GPU 
resources are underutilized, wasting CAPEX and 
OPEX as presented in Figure 5. For hyperscale 
workloads like Google Lens or AliExpress, these 
inefficiencies compound into massive 
infrastructure cost and energy penalties. 

The reasons for the performance degradation 
are the following:   

Current NIC-CPU-GPU system partitioning and GPU micro-architecture lead to resource contention and 
longer inter-pipeline-stages latencies lowering maximum output of compute resources. This affects the 
reduction in performance when implementing the entire AI pipeline instead of the model, even if the 
GPU has some partially dedicated resources like decoder for the task. 

There is CPU contention on shared resources and hardware interfaces limitations to GPU which become 
more severe when there are more GPUs connected to the CPU subsystem and degrade the linear 
scalability. 

More details on the benchmark are available at the Appendix . 

 

Figure 7: Measured performance scaling of Video 
Ingestion pipeline on x86 node with NVIDIA H100 GPUs 
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The Solution – Targeted at Scale Inference Architecture 
NeuReality® Architecture for Efficient Vision understanding at scale 
NeuReality’s changes the inference system architecture with the NR1® AI-CPU, offloading the data 
movement and processing for the CPU as illustrated in the following diagram of Figure 8. 

NeuReality’s NR1® AI-CPU eliminates CPU head-node bottlenecks by: 

Offloading data-path orchestration (decode, pre/post-processing, vDSP) to dedicated engines. 

Using an AI Hypervisor  to manage control/data flows, reducing inter-pipeline latency. 

NeuReality is providing an AI inference Appliance based on its NR1 AI-CPU, containing NR1 AI-CPU 
cards together with GPU cards for a balanced inference operation, implementing the video ingestion 
pipeline.  

 
  

Figure 8: NeuReality NR1 AI CPU Inference architecture change and NR1-S 

 



 

Whitepaper: Efficient Vision Understanding at Scale                        11  

As shown in Figure 9, Benchmarking NR1 with Qualcomm AI100 on the video ingestion pipeline shows 
that the NR1 system delivers near-linear scalability and up to 85% performance gains in multi-GPU 
setups vs the x86 setup. With NR1 as the AI head-node, GPUs achieve 100%  utilization, video ingestion 
pipelines avoid decoder contention, and overall throughput-per-dollar improve dramatically as shown 
in the bar graph. 

For platforms at scale, this architecture provides the missing link: making multimodal AI scalable and 
power-efficient.  

 

 

 

 

Summary 
Conclusion – Enabling Scalable and Efficient Multimodal AI 

Multimodal AI has moved from research to large-scale deployment, powering internet-scale 
applications such as visual search, content recommendation, and interactive assistants. At the core of 
these systems are vision understanding pipelines that process massive volumes of video, image, text, 
and audio data. Yet, today’s GPU-centric architecture introduces severe inefficiencies: traditional x86 
head nodes handling data orchestration leave up to 84 % of GPU capacity idle. At Google Lens scale - 
around 20 000 Nvidia H100 GPUs (~2 500 DGX servers) - this inefficiency translates to ≈$840 million in 
wasted compute potential on top of a $750 million  hardware investment. 
 
NeuReality’s NR1 AI CPU re-architects the inference pipeline to remove these structural bottlenecks. 
By offloading orchestration, decode, pre/post-processing, and vector operations into dedicated 
engines- and managing flows via an AI Hypervisor - NR1 enables GPUs to achieve near-full utilization. 
Benchmarks show near-linear scalability and up to 85% performance gains compared to traditional 
x86-based head nodes. 
Integrating NR1 into vision understanding and multimodal AI systems closes the utilization gap, cuts 
infrastructure costs, and turns total cost of ownership (TCO) into a competitive advantage. With 
this new compute layer, NeuReality delivers an architecture that makes AI at internet scale truly 
efficient, scalable, and economically sustainable. 

 

Figure 9: Measured performance scaling of video ingestion pipeline on x86 node vs NR1S with Qualcomm AI100 
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Appendix - Workflow analysis: Video Ingestion pipeline with VLM 
In the essence of the vision Understanding lies an AI pipeline microservice that converts the vision 
media into language attributes at the features space representing its semantic meaning - i.e. 
Embeddings, which can then be analyzed and processed by the LLMs. These Embedding representations 
of the media can be used in various forms, for instance stored offline for future use or put in a 
searchable database, in indexed or similarity content, and can be used also for Retrieval Augmented 
Generation (RAG) during LLM query processing. 

The conversion of media to Embeddings is denoted also as Media Ingestion pipeline. It could be 
processed offline on offline media or online streaming on streaming content like video. It is illustrated 
in the diagram of Figure 10 for video processing.  

 

Figure 10: Video Ingestion pipeline 

 

The standard workflow includes:  

Ingestion: capture video/image streams from the network and prepare it for processing 

Pre/Post-processing: decoding, cropping, sampling. 

Embedding: vision-language model encodes into vectors. There are various types of models used for 
embedding conversion. This analysis was done with InternViT Models. 

Afterwards Embeddings can be used for Vector DB storage & search. 

LLM reasoning: interprets retrieved embeddings for recommendations, search, or analytics. 

This pipeline was benchmarked in the following setup of Figure 11 and the tables below: 
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Figure 11: Benchmark setup 

 

The benchmark included inferencing offline video chunks transmitted from clients over the network, in 
an inference server managed by a Kubernetes cluster for multiple server multiple client operation. The 
inference server is running the ingestion pipeline in high throughput load. The benchmark measured the 
inference sever throughput as changing the number of GPUs in it. Benchmarking included an initial 
optimization phase to improve the out of the box performance with well-known methods such as Numa 
and affinity setting, various tests of optimized system and settings like number of triton servers and 
frozen graphs used per instance.  
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Setup: 

NR1 + Qualcomm AI100u 

nr_client-1.2.0-py3-none-
manylinux_2_17_x86_64.manylinux2014
_x86_64 

NR1M with Qualcomm AI 100 Ultra card 
(4 x CGs provisioned) 

Platform SDK version: 1.19.6 Apps SDK 
version: 1.19.6 

 

 

 

Model name and version: 

OpenGVLab/InternViT-300M-448px-
V2_5 · Hugging Face 

Setup:  

Qualcomm AI100u + x86 

perf_analyzer -  04.25-py3-sdk 

torchCodec 0.0.3 

demo-ai100u-server 

python 3.8 pytorch 2.4 

Platform SDK version: 1.19.8.0 

Apps SDK version: 1.19.8.0 

Environment was containerized                                

 

Model name and version: 

OpenGVLab/InternViT-300M-448px-
V2_5 · Hugging Face 

 

Setup:  

NVIDIA H100 + x86 Setup 

Client runtime version 25.06 

Triton server version 25.06 

Cuda/SDK version: 12.9 

SW decoder version: 0.1.1+ cu121 

Pytorch version 2.5.1+ cu121 

Environment was containerized 

HW setup VULTR gpu instances vbm-
112c-2048gb-8-h100-gpu - 8 H100* 

 

Model name and version: 

OpenGVLab/InternViT-300M-448px-
V2_5 · Hugging Face 

 

*NVIDIA H100 cloud instance 

Name Processor/vCPUs Memory Storage Bandwidth 

Vbm-112c-2048gb-8-h100gpu 2x Intel Xeon Platinum 8480+ 2048 GB 960 GB NVMe 15 TB/mo 

8xNVIDIA HGX H100, 640 GB VRAM 112 cores/224 threads @2.0 GHz    

 

 

Infrastructure Math - TCO calculations 
• 30B queries/month = 17.4 K queries/sec 
• 6,250 NVIDIA H100 GPUs minimum for vision ingestion queries/sec at 2.78 QPS/GPU 
• 20,000 GPUs deployed with offline content + headroom 
• $750M capex + $250M opex (3yr) 
• GPU Cost -  A single NVIDIA DGX H100 system, which packages eight NVIDIA H100 GPUs, lists between US$300  k and 

US$500  k 
• The DGX 10.2KW translates in 33% OPEX at 256 USD/KWh/month over 3y.  

Only 16% utilization = $840M wasted capacity 

Legal Statements 

© 2025 NeuReality Ltd. All rights reserved. 

This document is provided for information purposes only and shall not be regarded as a warranty of a certain functionality, condition, or quality of a product. NeuReality Ltd 
(“NeuReality”) makes no representations or warranties, expressed or implied, as to the accuracy or completeness of the information contained in this document and assumes no 
responsibility for any errors contained herein. NeuReality accepts no responsibility or liability for any errors or omissions, or for any losses, damages, or other consequences that may 
arise from any party’s reliance on such information. 

All third-party trademarks or brand names mentioned in this document, including but not limited to Google®, Intel®, Amazon®, NVIDIA®, Qualcomm®, and others, are the property of 
their respective owners. These references are used solely to identify and describe the respective products or services. No association, sponsorship, or endorsement by these entities is 
implied. 
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